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Abstract
The computation of the largest planar region approximating a 3D object is an important problem with wide
applications in modeling and rendering. Given a voxelization of the 3D object,we propose an ef�cient algorithm
to solve a discrete version of this problem. The input of the algorithm is the set of grid edges connecting the
interior and the exterior of the object (called sticks). Using a voting-basedapproach, we compute the plane that
slices the largest number of sticks and is orientation-compatible with these sticks. The robustness and ef�ciency of
our approach rests on the use of two different parameterizations of the planes with suitable properties. The �rst of
these is exact and is used to retrieve precomputed local solutions of the problem. The second one is discrete and
is used in a hierarchical voting scheme to compute the global maximum. Thisproblem has diverse applications
that range from �nding object signatures to generating simpli�ed models. Here we demonstrate the merits of the
algorithm for ef�ciently computing an optimized set of textured impostors for agiven polygonal model.

Categories and Subject Descriptors(according to ACM CCS): I.3.5 [Computer Graphics]: Computational Geometry
and Object Modeling

1. Introduction

The computation of the largest planar region (tile) approx-
imating a given geometric model is an important problem
with a number of applications such as impostor-based sim-
pli�cation, face clustering and the de�nition of signatures
for object matching and retrieval. Several approaches have
been proposed recently for computing maximal planar re-
gions, like the work from Decoretet. al.[DDSD03] and the
tile construction algorithm from Andujaret. al.[ABE� 03].
In this paper we aim at improving previous approaches by
providing optimality guarantees and shorter running times.
Notice that the problem we address is different from the
problem of growing and merging faces, dealt with by Gar-
landet. al.in [GWH01] and by Kalvin and Taylor in [KT94].
Tiles may approximate several separate regions of the model
simultaneously.

The main goal of this paper is the derivation of an ef�-
cient algorithm for the computation of the largest tile in a
discrete geometric model, and the use of this optimization
algorithm in impostor-based simpli�cation. The problem of
�nding the largest tile (the plane stabbing the largest num-

ber of white-black sticks in a given voxelization) is de�ned,
and an ef�cient algorithm that guarantees �nding the max-
imal tile within a suf�ciently dense set of candidate planes
is presented. The algorithm is based on a suitable plane rep-
resentation that ful�lls a number of theoretical conditions.

Our main contributions are the following,

� An ef�cient voting algorithm that solves the global max-
imization problem of computing the largest tile in a dis-
crete model

� An effective representation for pencils of planes that stab
a given set of neighboring sticks and an approach for pre-
computing them for local voxel neighborhoods

� A discretization of the plane parameterization with error
bounds

� An ef�cient algorithm for the generation of a set of
tiles that approximate and “cover” an initial model with
bounded error. This is a very complex optimization prob-
lem, involving many local maxima. The algorithm can be
used on arbitrary meshes or general voxelized models

� An application to compute a set of impostors for a given
mesh with high ef�ciency is presented, leading to an
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appearance-preserving simpli�cation algorithm that as-
signs textures (with alpha channel) to the computed set
of maximal tiles

The most relevant previous work is discussed in the next
Section. Section3 de�nes the Maximal Tile problem and
gives an outline of the algorithm. The algorithms for �nd-
ing the largest tile and for using the results in appearance-
preserving simpli�cation are presented in Sections4 and5.
Finally, some results are presented and discussed in Sec-
tion 6.

2. Previous work

Our work is related with geometry and appearance-
preserving simpli�cation, the use of impostors and with the
computation of tiles and the detection of large planar regions
in discrete models. A short overview of the previous work in
these areas is presented in the next paragraphs.

Faugeras et al. [FH86] studied the �tting planes problem.
The generation of tiles from discrete models has been pro-
posed by Andujar et al. in [ABE� 03], with application to
geometry simpli�cation. In that work, tiles are generated by
using a growing strategy in previously detected planar re-
gions of the model. However, the limitation in the preci-
sion of the discrete planes representation used there may
miss solutions. The paper from Decoret et al. [DDSD03]
uses an optimization algorithm to �nd a set of approximat-
ing planes, using a discretization of a plane parameterization
in spherical coordinates, and propose a greedy optimization
algorithm of a density �eld in this plane parameterization.
The main drawback is the time complexity of the plane op-
timization algorithm and the lack of uniformity in the para-
meterization of planes.

Surface simpli�cation literature has focused mainly on
simpli�cation algorithms tuned for highly tessellated, to-
pologically simple surfaces, which are frequently modeled
as triangular meshes. Most methods follow a top-down
strategy, performing face reduction directly on the mesh by
the iterative application of reduction operators such as ver-
tex removal, edge collapse, face removal, pair contraction
(in this case, the topology is not preserved; see the papers
from Garland et al. or El-Sana et al., [GH97], [ESV99] ) or
by growing and merging super-faces (Kalvin et al, [KT94]).
All these algorithms have been designed to preserve the ori-
ginal topology of the mesh. The interested reader can consult
the work by Cignoni et al. [CMRS98] for a comparative sur-
vey on these algorithms, and see also [RB93] and [LE97].
Andujar et al. [ABA02] proposed a general framework for
volume-based simpli�cation, and a geometry and topology
simpli�cation algorithm that uses an octree as the interme-
diate model and that includes a further decimation of the re-
constructed surface. Unlike our present proposal, all these
algorithms generate water-tight approximate models.

Regarding appearance-preserving simpli�cation

[COM98], Cignoni et al. [CMRS98] propose a general
approach for preserving detail on simpli�ed meshes through
color and bump maps. The approach is orthogonal to
previous solutions, which take into account attribute values
during the simpli�cation process. The algorithm receives
as input both the original and the simpli�ed mesh and
computes a set of triangular textures which are then packed
into a single map. Textures are computed by sampling the
simpli�ed mesh (i.e. scan-converting their faces) and, for
each sampled point, �nding the corresponding point and its
attribute values in the original mesh. The approach is able
to recover detail in oversimpli�ed meshes at the expense
of increasing storage space and rasterization times of the
resulting models.

Impostors that replace distant geometry can be used
for strong (or extreme) appearance-preserving simpli�ca-
tion. We can mention the mesh impostors from Sillion et
al. [SDB97] or the layered impostors of Decoret et al.
[DSSD99]. The approaches by Aliaga and Lastra [AL99]
and Wilson [Wil02] are somewhat related to our technique,
because they use an optimization strategy to choose the
placement of impostors. Aliaga and Lastra compute a set
of reference images (impostors) at each point of a grid in
the model space, and use optimized LDIs for resolving the
possible runtime gaps. The approach from Wilson is view-
dependent and is based on an incremental search of the next
best view, coupled with a measure of the visibility error.
Candidate view points are obtained from the Voronoi dia-
gram. Decoretet. al. (in [DSSD99]) use their resulting bill-
boards (approximating faces) to construct a set of impostors
to render a given object.

3. Problem statement and outline of the algorithm

Our main goal is the computation of the maximal tile for a
given geometric model. The maximal tile can be informally
de�ned as the plane that approximates the largest portion of
the surface within a certain tolerance.

To move to a more formal de�nition of the problem, we
include two new ingredients. We associatesticksof a cer-
tain length to points of the object surface (the stick length
being the desired tolerance) and the problem of �nding the
maximal or largest tile is transformed onto the problem of
�nding the tile that stabs the largest number of sticks. The
second ingredient is space discretization: we use a white-
black voxelization of the input object, and choose as sticks
the orthogonal edges of the voxelization that join white and
black grid points. We achieve high ef�ciency by using the
properties of discrete orthogonal sticks.

Let O be a solid object with one or more connected com-
ponents. A discrete representation ofO may be obtained by
classifying, againstO, a set of sample points distributed on
the nodes of a regular, axis-aligned three-dimensional grid.
Nodes lying insideO or on its boundary are labeled as black
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and nodes lying outsideO are labeled as white. Such a lattice
may be constructed in a variety of ways from a polyhedral or
curved representation ofO through a voxelization process. A
similar lattice color-coding may be produced by considering
the values of a scalar �eld at each node. If the value is larger
than a prescribed threshold, the node is black; otherwise, it
is white. In what follows, a sticksk is a grid edge connecting
a white grid point with a black one. The set of all the sticks
in the voxelization will be denoted byS. We say that a plane
P stabsa stick if the black node of the stick is inside the
(closed) halfspace de�ned by the plane, whereas the white
node of the stick is outside this halfspace.

If we have an arbitrary triangulation, even one giving a
non-orientable surface in 3D, we can still classify the ver-
tices locally. As we shall discuss, the algorithm relies only
on information near the surface, so the rest of our arguments
can be extended to these situations with little work.

Assuming that we represent planes in a certain parameter-
ization of planesP , any subsetf si1 : : :simg of Smaps into a
regionRin the parameterization of planes, see Figure1. The
regionR is de�ned by the set of planes —possibly void—
that stab all sticks in the given subset. The function that maps
a subsetf si1 : : :simg onto a regionR in the parameterization
of planes will be called StabP (f si1 : : :simg).

Figure 1: A set of sticks in the voxelization are mapped into
a region R in the parameterization of planes. The region R
represents all planes that stab every stick in the given set.

Now, the problem of �nding the maximal tile for a given
geometric model can be reformulated as that of �nding a
planeP in the parameterization of planes such that the car-
dinality of Stab� 1

P (P) is not less than the cardinality of
Stab� 1

P (Q) for any other planeQ. This is a very complex
problem, with many local maxima.

An ef�cient algorithm that guarantees the optimum
provided that the frequency of features inO is not of the
order of magnitude of the discretization, is presented in the
next section. The algorithm is based on the following main
ideas:

� The use of a suitable plane representation (parameteriza-
tion of planes)

� The use of a pre-computed look-up table (dictionary of
planes) that quickly gives the set of planes that stab the
neighborhood of a given stick

� Seeking the largest tile through a stick traversal and a vot-
ing scheme

We have observed that the ef�ciency of the algorithms is
strongly related to the correct choice of the parameterization
of planes. Our approach requires that the parameterization
used belinear (so key computations reduce to simple plane-
point linear tests) and if discretized, that it befaithful (the
plane representation does not give more importance to some
regions of the Universe Cube in detriment of others; a regu-
lar grid in the parameterization space maps onto a uniformly
distributed family of planes in 3D space). These two con-
cepts are more precisely de�ned next.

De�nition 1 (Linear parameterization of planes) A para-
meterization of planes is called linear if the constraint that
a point (in euclidean space) is inside (or outside) the half-
space de�ned by a plane is represented by a linear constraint
in the parameterization space.

Linear plane parameterizations guarantee that arbitrary
sets of sticks are mapped by StabP () onto convex polyhed-
ral regions (possibly unbounded) in the parameterization of
planes, see Figure2.

Figure 2: When using linear plane representations, the re-
gion R containing the planes that stab a subset of sticks is a
(possibly unbounded) polyhedron in the n-dimensional para-
meter space.

A plane may intersect the universe cube in 3, 4, 5 or 6
edges. Figure3 shows these possible con�gurations of in-
tersections. The colored edges are those intersected by the
plane. In each case we have chosen three edges (drawn in
red) so that the given plane can be described by its intersec-
tions with these three edges. This reduces the cases to only
four con�gurations, as the cases 4.1 and 5.1 (resp. 4.2 and
5.2) can be represented with the same sides of the cube, as
shown in Figure3.

To connect a family of planes with the chosen level of
discretization of the space, we propose the following

De�nition 2 (Faithful discrete parameterization) A dis-
crete parameterization of planesP is faithful if given any
three different voxels on any of the possible combinations of
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Figure 3: The possible intersections with a plane, and the
sides of the universe used to de�ne faithfulness.

three sides shown in red in Figure3, there is a plane repres-
entable in the discrete parameterization that intersects all
three voxels.

This property guarantees a suf�ciently dense representa-
tion of the planes in the Universe. Therefore it ensures that
the optimization algorithms do not lose valid solutions. Fur-
thermore, we want to excerpt some control on the uniform-
ness of the distribution of planes, which is captured by the
following de�nition:

De�nition 3 (c-Concise faithful parameterization) A
faithful parameterization of planesP is said to be c-Concise
for c 2

�

if the total number of planes representable in that
parameterization divided by the total number of triplets of
voxels used to test faithfulness is smaller or equal to c.

Notice that De�nition 2 can be reworded without con-
sidering the cases in Figure3. The choice of representative
edges is really only relevant to counting triplets in De�ni-
tion 3 without excessive redundance.

A plane representation consisting of an integer identifying
a choice of three edges of the Universe cube, the stabbing
points on these edges and a bit for the orientation of the plane
is (obviously) faithful but it is not linear.

Also the naïve parameterization of planes by their axis
intercepts is non linear: if we describe a plane by the triplet
of numbers(x;y;z) such that in a �xed reference system the
points(x;0;0), (0;y;0) and(0;0;z) lie on the plane, then the
condition that a certain pointP = ( x̄; ȳ; z̄) is on the plane is
x̄yz+ ȳxz+ z̄xy� x̄ȳz̄ = 0, which is obviously non linear in
the parametersx, y and z (although it is linear on each of
them separately).

For a discrete set of planes to be faithful for a 256� 256�
256 voxelization, it must represent of the order of 109 planes.
In contrast, the Hough representation (spherical coordinates,
like those used in [DDSD03]), must be discretized in a very
�ne way to be faithful: the required density of planes in

sparse regions forces an unnecessarily high density of planes
in other regions. Furthermore the Hough parameterization is
not linear.

Using a faithful plane discretization, we are able to guar-
antee that the algorithm �nds the maximal tile at that toler-
ance. Having a linear parameterization of planes, we will be
able to derive ef�cient algorithms to do so. Our plane rep-
resentation (Sections4.1, 4.2) has been chosen in order to
ful�ll these two properties.

A second ingredient in our proposed solution is the use
of a pre-computed look-up table (dictionary) of planes. All
possible 4� 4 � 3 neighborhoods of a generic sticks (100
black or white grid points arounds, see Figure4, left) that
give a non-null convex region of stabbing planes in the para-
meterization of planes are stored in the dictionary. Details
are given in Section4.1.

Figure 4: The neighborhood of a vertical stick s, and the
corresponding 4D open cone in the parameterization of
planes. The vertical dimension in the neighborhood of s has
been magni�ed for clarity, and only some vertical grid edges
have been drawn.

Observe that, given a voxelized model, only the neighbor-
hoods of sticks in �at regions will be found in the dictionary.
As a consequence, a simple traversal of the set of sticks of
a model, with a query (stick neighborhood found/not found)
to the dictionary for each stick, gives an extremely fast loc-
alization of the �at regions of the given model. Figure5
shows some examples of stick coloring (according to suc-
cess/failure of the dictionary lookup) that allows to discern
the �at regions of the models.

The dictionary also stores the convex region of stabbing
planes (Figure4, Section4.1) for each of the stick neigh-
borhoods in the dictionary. This will be very helpful in the
voting phase of the algorithm, Section4.3. We have chosen
the 4� 4 � 3 size of stick neighborhoods as a compromise
between the size of the dictionary and the size of the regions
in the parameterization of planes (smaller neighborhoods are
not so useful, while larger ones lead to huge dictionaries).

The voting algorithm then performs a traversal of the
sticks of the model and uses a voting scheme in a suitable
parameterization of planes (Section4.2) in order to guar-
antee that the maximal tile is found. The parameterization
space of planes is subdivided into cells, and for each stick,
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Figure 5: Result of a stick traversal, showing stick neighborhoods found/not fountin the dictionary. Planar regions have been
automatically detected in several models. A sewing edge in the initial mesh of the cylinder in the third model has been detected
by the algorithm. The two �rst models use coarse voxelizations (64� 64� 64 ) and the computing times are 52 ms and 35 ms
respectively. The third model comes from a256� 256� 256voxelization, and the computing time is 157 ms.

votes are added to the cells that represent planes that stab the
stick neighborhood (see Algorithm1).

Algorithm 1 First-level algorithm
for all stickss in the modeldo

if FoundInDictionary (s) then Compute R as
StabP (Neighborhood(s))
for each cellC of the parameterization of planes

such that NonNullIntersection (C;R) do
Add a vote froms to the vote counter of the

cell C
end for

end if
end for

The results of this vote indicate the likely regions for a
maximum. However it may happen that a highly popular cell
does not contain any interesting solution (many sets intersect
the cell but very few intersect each other). Nonetheless the
vote is informative, because a cell containing a plane that
stabs many sticks is voted by all of them. To �nd solutions
it will be necessary to sample the cells at a suf�ciently high
density.

In Section4.3 we give the sampling density required for
our parameterization in order not to miss a solution. The de-
tails are provided as an appendix and in [ABC� 04]. For com-
plex models and �ne discretizations, this process is expens-
ive, so we will resort to a two level approach to solve it. The
two-level structure of the algorithm is also detailed in Sec-
tion 4.3. The use of the algorithm for �nding the maximal
tile in the problem of appearance-preserving simpli�cation
is presented in Sections5 and6.

4. Finding the largest tile

The voting algorithm for �nding the largest tile is presen-
ted in Section4.3. Before presenting it, we discuss our
main decisions in the next two sub-sections: the use of a

pre-computed dictionary of planes in a local plane para-
meterization that is very compact and linear, and the trans-
formation to a global parameterization of planes, also lin-
ear — and for which a 2-concise faithful discretization is
known [ABC� 04]— for the voting algorithm.

4.1. Local parameterization of planes and precomputed
dictionary

We use a pre-computed look-up table (dictionary) of planes.
All possible 4� 4� 3 neighborhoods of a generic sticks(100
black or white grid points arounds, Figure4) that can be
separated by a plane are stored in the dictionary. The region
of stabbing planes is represented in a local plane parameter-
ization by representing the four valuesw0 : : :w3 of a linear
scalar �eld at the four vertices of a local tetrahedron (an or-
thogonal tetrahedron havings as one of its edges). Given
any four weightswk; k = 0: : :3, the represented plane is the
zero iso-surface of the associated linear scalar �eld (i.e. the
scalar �eld that takes each of the valueswi at the corres-
ponding vertex). It turns out that this plane parameterization
is linear according to our de�nition1: the region of stabbing
planes for the neighborhood ofs in this local plane paramet-
erization is a polyhedral 4D cone (see the Appendix). These
4D cones admit a compact and exact representation: because
of the discrete structure of the stick neighborhoods, all lin-
ear constraints representing black/white points in the stick
neighborhood are hyperplanes with integer coef�cients, and
therefore the directed edges of the �nal cones have small
integer representations (see []reportplans). After computing
the whole dictionary, we found that,

� There are only three types of cones, with a total of 4, 6 or
8 relevant hyperplanes—the rest of the constraints being
redundant— and with respectively 24, 36 and 48 directed
1D edges

� The components of the 1D directed edges are integers
with values between� 36 and 36

� The exact geometry of any cone can be computed from
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its relevant hyperplanes in an average time of 0.39 milli-
seconds in a Pentium IV running at 1.7Mhz.

The dictionary is pre-computed independently of any par-
ticular voxelization. This computation is shortened by ex-
ploiting the coherence of the stick orientations in the neigh-
borhood. Here is a summary of important properties of the
resulting dictionary:

� It has 32,986 entries, representing all possible 4� 4 � 3
neighborhoods of a generic sticks that give a non-null
convex region of stabbing planes

� For each entry, the relevant hyperplanes that form the 4D
cone of stabbing planes are stored

� The dictionary is stored as a hash table. A total of 264 KB
are required for the complete dictionary

� It is local and tolerance-independent.

4.2. Global parameterization of planes for the voting
algorithm

Our algorithms in the next section will be designed to �nd
a plane that is inside the maximum number of regions
de�ned by local stabbing planes. A global parameterization
of planes, independent from the local representations in the
dictionary, is therefore required. For our point classi�cation
algorithms, we require that the global parameterization of
planes for the voting algorithm be linear (leading to Point-
Convex polyhedra tests) and faithful. Apart from this, we
require that the transformation from the local plane paramet-
erizations to the global one be as simple as possible.

We have seen that a 4D plane parameterization represent-
ing the four valuesw0 : : :w3 of a linear scalar �eld in the
four vertices of a given tetrahedron, islinear. As a unique
global parameterization is required for the voting algorithm,
we now use a tetrahedron limited by four vertices of the Uni-
verse Cube: the origin and the three diagonally-opposite ver-
tices in the three faces converging to the origin. The trans-
formations from the local plane parameterizations to this
global one are simple and linear: they only depend on the
barycentric coordinates of the vertices of the local tetrahedra
in the global one [ABC� 04].

At any rate, and since we are going to sample the solu-
tion space to search for this plane, we must avoid redund-
ant plane representations in 4D to reduce the complexity
of our algorithms. Sincef l wig represent the same plane
8l > 0, cone regions are best represented not as 4D cones,
but as their intersections with the boundary of a hyper-cube
centered at the origin. Our parameterization of planes for
this phase is therefore a set of eight 3D cubes, which cor-
respond to the eight hyper-faces of the hyper-cube. Each
of these eight 3D cubes represents parameterizations having
one of the values ofw0 : : :w3 set to either Max or Min. These
eight cubes are topologically face-connected: they represent
a boundaryless 3D manifold, and each of them has six face-
connected neighbors. For more details, see [ABC� 04].

For �nding the largest tile, a voxelization of the eight 3D
cubes is used in what follows. The only remaining detail is
�nding how �ne the voxelization must be in order to guar-
antee that the parameterization of planes isfaithful. One can
show (see [ABC� 04]) that the discretization of the paramet-
erization of planes must be two times �ner than the initial
voxelization of the input model yielding a 2-concise faithful
parameterization.

The algorithm in the next section traverses the sticks of
the model. For each stick, votes are added to the cells of the
parameterization of planes that represent planes that stab the
stick neighborhood: the local cones in Figure4 are trans-
formed to the global parameterization, the intersected cells
in one (or more) of the voxelizations are detected, and local
cell counters are incremented.

4.3. Voting scheme

Assume we want to deal with aM � M � M voxelization. For
the discretization to be faithful, we would have to sample
each of the eight voxelixations in our Connected-Cubes
plane parametrization at 2M � 2M � 2M. To reduce the cost
of this computation, we use a �rst-level discretization of
the Connected-Cubes parameterization into eight grids of
24� 24� 24. These eight grids represent the total storage
requirements for the plane space representation. A multigrid
scheme using an on-demand octree-like subdivision of these
�rst-level cells is performed to reach a suf�cient sampling
rate in the regions where there may be a solution. After this
multiple subdivision, cells of the 2M � 2M � 2M subdivision
are reached and we can guarantee that no solution is lost at
the chosen tolerance (see [ABC� 04]). In what follows, gen-
eric �rst-level cells are namedC, and generic sub-cells are
namedc.

In a �rst phase of the algorithm, we perform a stick tra-
versal while voting in the �rst-level cell discretization of the
parameterization of planes (see Algorithm2).

The procedure ExtractRegionFromDictionary obtains the
convex polyhedral region of the planes stabbing the neigh-
borhood ofs, and transforms it to the global parameteriz-
ation of planes. This is a simple linear transformation in-
volving the barycentric coordinates of the local tetrahedron
vertices with respect to the global one. Detecting the cells
of the parameterization of planes such that the intersection
betweenC andR is not null is also straightforward, asRand
C are convex 3D polyhedra. Observe that this voting scheme
is exact and involves only integer arithmetic.

Now, the second step looks for the best candidate sub-cell
in the parameterization of planes (see Algorithm3). Since
we know that the deepest discretization is �ne enough to
guaranteefaithfulness, we may consider here any sample
within the cell (we choose the center).

The loop for all sub-cellsc of Cmax in Algorithm 3 is
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Algorithm 2 Phase one: broad voting in the �rst-level dis-
cretization of the parameterization of planes

{Initialization}
for all cellsC of the parameterization of planesdo

C:counter:= 0
end for
max:= 0
for all stickss in the modeldo

if FoundInDictionary (s) then
R:= ExtractRegionFromDictionary(s)
for all cellsC of the parameterization of planesdo

if NonNullIntersection(C;R) then
C:counter:= C:counter+ 1
if C:counter> maxthen

max:= C:counter
Cmax := C

end if
end if

end for
end if

end for

Algorithm 3 Phase two: �nding a candidate sub-cell in the
deepest-level discretization of the parameterization of planes

Nstab := 0
for all stickss in the modeldo

if FoundInDictionary(s) then
R:= ExtractRegionFromDictionary(s)
for all sub-cellsc of Cmax do

if Vote(c;R) then
c:counter:= c:counter+ 1
if c:counter> Nstab then

Nstab := c:counter
ccandidate:= c

end if
end if

end for
end if

end for

a multi-step process that subdividesCmax in an octree-like
way. At each step, only the eight octants of the father cell
are tested. The testVote(c;R) is the testIn(c:Center;R) at
the deepest level but it is the testNonNullIntersection(c;R)
at the intermediate levels of the subdivision.

After this second phase, we have computed a candidate
plane (ccandidate.Center) which stabsNstabsticks. This phase
is very ef�cient because only tests to detect if a point (center
of a sub-cellc) is inside a convex regionRare performed by
the In(Point;Region) function. This function also discards
many sub-cells by using a preliminary test with the bounding
box ofR.

The last phase �nally detects if any other sub-cell stabs
more sticks than the candidate found in the second phase
(See Algorithm4).

This last phase can easily be parallelized (see Section6)

Algorithm 4 Phase three: detect if any other sub-cell stabs
more thanNstab sticks

Prune all cellsC such thatC:count� Nstab
while the set of cells havingC:count> Nstab6= ; do

Assign toC the �rst candidate cell havingC:count>
Nstab

Ntrial := 0
for all stickss in the modeldo

for each sub-cellc of C such that In(c:Center;R)
do
c:counter:= c:counter+ 1
if c:counter> Ntrial then

Ntrial := c:counter
ctrial := c

end if
end for

end for
if Ntrial > Nstab then

Nstab := Ntrial
ccandidate:= ctrial

end if
end while
{Postcondition: the sub-cellccandidaterepresents the max-

imal tile, that stabsNstab sticks }

, as a number of different candidates can be simultaneously
processed. The loop for each sub-cellcof C is also represent-
ing —as before— a multistep process that subdividesC in an
octree-like way. Moreover, pruning is very effective in most
practical cases, the consequence being that this last phase is
usually not the bottleneck of the algorithm as discussed in
Section6. After this last phase, the sub-cell representing the
maximal tile has been found.

The �rst two steps (algorithms2 and3) can be considered
a search acceleration phase, whereas algorithm4 contains
the exact search phase.

In the presented algorithm, the voting sticks are the ones
belonging to planar regions such that they can be found in
the dictionary. To deal with objects with strongly curved
regions, a second dictionary with smaller neighbourhoods
can be used for sticks not found in the 4� 4� 3 dictionary.
Our experiments show that a second dictionary representing
2� 2� 1 neighbourhoods succeeds in recovering curved re-
gions. For more details, see [ABC� 04].

5. Appearance-preserving simpli�cation

The impostor simpli�cation algorithm is similar to the ap-
proach in [DDSD03]. We �nd the largest tiles, by iterat-
ing the algorithm of �nding the largest tile and, after each
step, removing the stabbed sticks. The process continues un-
til there are no voting sticks remaining. After this, we have
the 3D model and a set of stabbing planes. The output of our

c
 The Eurographics Association and Blackwell Publishing 2004.



Andújar et.al. / Maximal Tiles

simpli�cation step will be a collection of impostors (quadri-
laterals with alpha texture).

The main idea is that each plane should capture the geo-
metry at a distance to the plane less or equal to the threshold
used for removing sticks during the tile generation step. No-
tice that in this application the resolution of the voxelization
of the model is related to the desired precision in this approx-
imation step, and not to the resolution of the triangulation
itself. Impostors are created by performing an orthographic
projection of the nearby geometry into the tile's planeP, us-
ing the graphics hardware.

The algorithm works in the following steps:

1. Rotate the camera so that its view direction aligns with
the normal of the planeP

2. Clear the frame buffer with a transparent color
(alpha=0 )

3. Render the model with two clipping planes parallel toP
and opposite each other at� the threshold distance

4. Compute the axis-aligned bounding rectangleR of the
projected image.

5. UnprojectR's vertices to compute the impostor vertices.
6. Copy the viewport regionR to an alpha texture.

At the end, the simpli�ed model is just the set of tex-
tured impostors. These extreme simpli�cations are useful for
low-cost rendering of distant objects. The impostor render-
ing algorithm is very simple. It renders the textured quadri-
laterals with back-face culling, with the alpha test enabled.
The alpha test is suitable for keeping the color of transpar-
ent pixels from contributing to texture �ltering. Impostors
can be rendered in any order with the Z-buffer test enabled.
This is possible because in the OpenGL pipeline, the alpha
test takes place before the depth test. Another (not yet imple-
mented) variation would be to compute also a normal map
so that the model can be relit.

6. Results and discussion

We have tested the application of our algorithm to impostor-
based simpli�cation with several models with different com-
plexity. Table 1 summarizes the results on several examples.
The last columns of the table show the average running times
for each phase, the sum of the three phases (also on aver-
age) and the total time involved in the computation of the
N tiles. The timings were obtained on a Pentium IV run-
ning at 1.7Ghz. Notice that in comparison with competing
approaches, we get shorter running times for computing an
optimized set of impostors even with lower approximation
error.

In fact, the complexity of our algorithm does not depend
on the number of mesh elements. The running times depend
mainly on the grid resolution and on the size and number of
planar regions found. This can be veri�ed by comparing the
results on theTaxi and theBuddhamodels. TheTaxi model

Figure 6: The original Taxi model

has a large number of planar regions resulting in a large
number of sticks with a planar neighborhood. Since all these
sticks cast a vote, this impacts the performance of the three
phases of the algorithm. Note the shorter running times for
Phase 1 and 2 in theBuddhamodel, which has a large per-
centage of sticks with a non-planar neighborhood. Phase 3,
although being also affected by the number of planar sticks,
is largely dependent on the concentration of votes. This ex-
plains the running time for Phase 3 on theHandycammodel.
The rounded regions on the camera cause many ties to ap-
pear, which in turn force Phase 3 to execute its outer loop
for much more cells. However, Phase 3 on theTaxi model is
the shortest because a few cells get most of the votes.

Nevertheless, for the most expensive model (the
Handycam, with about 50K triangles) we are able to com-
pute tiles at a rate of 2 tiles/s; on a model with similar size,
the algorithm described in [DDSD03] produced 0.32 tiles/s.
Indeed our running times can be further reduced. The most
expensive phase (Phase 3) is required when computing the
largest tile, but can be omitted when we are interested in
computing theN largest tiles. Although the resulting tiles
are not guaranteed to be optimal, empirical results show that
most tiles discarded on the �rst executions of the algorithm
will be retrieved later.

Figure6 shows the original Taxi model, while Figure7
shows the 14 tiles computed from a 64� 64� 64 grid and
the resulting impostor-based approximation.

Figure8 shows the original and simpli�ed model of the
handycam, computed at 128� 128� 128. Here 78 tiles have
been needed because of the rounded shapes.

7. Conclusions and future work

The problem of �nding the maximal tile for a given geo-
metric model is a very complex problem, with many local
maxima. Approximate and greedy solutions to this or sim-
ilar problems can be found in previously published works.
In this paper, we reformulate the problem as that of �nd-
ing the planeR in a parameterization of planes such that
Stab� 1

P (R) is a set of sticks with the largest cardinality, and
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Table 1: Running times for the test models

Average time per tile (ms)
Model #Triangles Resolution Error % #Tiles

Phase 1 Phase 2 Phase 3 Total
Total (s)

Taxi 37,380 64� 64� 64 1.6 14 9.85 12.42 17.85 40.12 0.5
128� 128� 128 0.8 44 17.18 27.02 227.34 271.54 11.9

Handycam 52,044 128� 128� 128 0.8 78 11.35 65.03 441.38 517.76 40.3

Buddha 293,232 64� 64� 64 1.6 25 1.72 1.88 19.20 22.80 0.5
128� 128� 128 0.8 67 2.81 7.40 362.92 373.13 24.9

Figure 7: The 14 tiles found for the Taxi at a sampling res-
olution of64� 64� 64 (the border shown is larger than the
actual size), and the impostor-based simpli�cation

Figure 8: The original Handycam model and its simpli�ca-
tion with a grid of128� 128� 128voxels.

present an ef�cient algorithm that guarantees the optimum
under a sampling frequency condition. Theoretical condi-
tions on discrete plane parameterizations and the advant-
ages and drawbacks of several plane representations have
been presented and discussed. A suitable plane representa-
tion with appropriate mathematical properties for our prob-
lem has been chosen.

An impostor-based simpli�cation algorithm that uses
these results has been presented and discussed through sev-
eral practical examples. The algorithm improves the preci-
sion and running time of previous works.

In the future, we plan to use the algorithm for comput-
ing the maximal tile for recovering compact, error-bounded

polygonal models from discrete voxel models. We will work
on adapting our algorithm to deal with thin models and non-
orientable polygonal meshes. The detection of tiles hugging
disconnected regions will also be investigated.
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Appendix

Local Parameterization of planes

Given a sticks, any 3D (Black or White) grid pointp of
the neighborhood ofs (Figure4) generates a constraint on
the stabbing planes. If we call (a0 : : :a3) the barycentric co-
ordinates of this pointp in the local tetrahedron, this con-
straint is expressed by the following equation:

a0w0 + a1w1 + a2w2 + a3w3 > 0 if p is black

a0w0 + a1w1 + a2w2 + a3w3 < 0 if p is white

These constraints are linear half-spaces that contain the
origin: the inequalities are invariant if we multiply the plane
parameters (w0 : : :w3) by an arbitrary factor greater than
zero.

If we now have a set of sticks (the sticks in a certain
neighborhood ofs), the set of constraints is a set of linear
half-spaces that contain the origin; its intersection yields a
polyhedral convex cone in the space of planes. Using a local
base tetrahedron guarantees a compact representation of the
constraint cones: for a 4� 4� 3 neighborhood, we can ob-
serve thatMax(Abs(ak)) = 6 , the consequence being that
the plane coef�cients of the cones are very small integers.
Cones are represented in an exact way involving only small
integer coef�cients.

Global plane parameterization

The global plane parameterization is a discrete variation of
the local parameterization, based on a single large tetrahed-
ron. One may choose the origin and the three diagonally-
opposite vertices of the universe in the three faces conver-
ging to the origin.
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