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Abstract 
 
In computer graphics, a set of displayable objects is most of the time useful only when it 
is visible from a given point, partially or entirely. One can dramatically increase the 
performance of a graphical system by discriminating the visible and the hidden objects, 
and process only the visible ones. But it requires a fast enough way to do this 
discrimination. We provide two algorithms that resolve this problem in the case of a 2D 
environment, where objects are randomly positioned disks of various sizes, always 
separated by a minimum clearance. Our first algorithm shoots all the possible rays that 
are tangent to some disk. Our second algorithm uses a simplified representation of the 
visible zones which looks like a star. The second feature of this algorithm is to group the 
disks by cells in order to then ignore disks inside hidden cells. We then compare the 
performance of these algorithms with a prior algorithm by Jarek Rossignac. We show that 
our algorithms are faster to give exact results. 
 

Description of the algorithms 

Tangent rays algorithm 
 
The principle of the algorithm is to shoot a finite number of rays from the point of view in 
particular directions, such that we are sure that every visible disk intersects with one of those 
rays. It is clear that for each disk, there exist two lines tangent to the disk that pass through 
the point of view.  We shoot one ray for each, so there are twice as many rays as disks. 
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Consider the purely mathematical function f that takes an angle as an argument and maps it to 
the disk that the corresponding ray hits (which means the disk that intersects it closest to the 
point of view). “No disk” can be considered a possible image for f to be perfectly rigorous. 
Except for this, the set of visible disks is nothing more than the image of f. 
 
The set of disks is finite, so “continuous” and “constant” are the same for f. The points of 
discontinuity of f are necessarily angles for which the ray is tangent to a disk. This means the 
left limit is different from the right limit, and these limits belong to the image of f, so they are 
disks we have to mark as visible. Therefore, one tangent ray can actually count as two: one 
“inside”, in red in figures 1, 2 and 3, and one “outside”, in blue in those figures. 
 

 
Figure 1 

 

 
Figure 2 
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Figure 3 

 
In the absence of other disks, the inside rays both hit the considered disk (with a red stroke) and 
the outside ones hit no disk (figure 1). The considered disk is then marked as visible (green). If 
there is a disk behind the current disk, it can be hit by an outside ray. In this case both the 
considered disk and the disks hit by outside rays are marked as visible (figure 2). If a ray hits a 
disk before reaching the considered disk, we consider it stops both the inside and outside ray, 
and of course it is marked visible. So if the two rays are stopped this way, we cannot conclude 
about the visibility of the considered disk (figure 3). In practice, there is no distinction between 
the inside and outside rays, only a distinction between disks hit before the considered disk and 
those that hit it after, because in the latter case the considered disk is also marked as visible. 
 
Obviously, every disk marked as visible is hit by some ray so it is truly visible. If we consider 
an arbitrary visible disk, then its pre-image by f is neither an empty set nor the full set of angles. 
It means that this set has at least two boundaries, which are points of discontinuity of f. The 
corresponding rays are thus tangent to some disks. This proves that, by parsing all tangents of 
all disks like we do, we mark all and only visible disks. 
 

Star algorithm 
 
The type of star we will be talking about is not a polygon but a union of surfaces 
separated by rays, all of them having the same origin (figure 4). We claim that, given a 
circle center on the point of view, the influence that the disks inside the circle have on the 
visibility of the circles outside the circle can be entirely described by a star (figure 5). 
This comes from the convexity of a circle. Moreover, as we know that the disks do not 
collide, the disks intersecting with the circle cannot occlude each other. This means we 
can consider them inside or outside without changing the result. 
 
We therefore can have the following approach. We only have one star that is initialized 
empty, which means by convention that everything is visible (the complementary 
convention could be used). We consider the closest disk, trace its two tangent rays and 
add the interior to the star. Consider the next closest disk, check if is entirely contained in 
the star. If it is not the case, then it is visible because the star represents all the possible 
occlusions with disks inside the circle that crosses the disk. Disks that are outside this 
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circle cannot occlude the considered disk. We then update the star with the tangent rays 
by computing its union with the interior of these two rays. We reiterate until there are no 
more disks. 
 
From an implementation point of view, the star can be simply stored as a set of sorted 
angles, even if it requires being careful because of the specific topology of a set of angles. 
The visibility check and the union operation can thus be both computed with a 
complexity of O(log(A)), A being the number of rays in the star. The overall complexity 
is proportional to the sum of log(A) for each step, and there are, at the most, as many 
steps as there are disks. But A varies throughout the execution. It is zero for the first step, 
and if there are enough disks, the start will end up being filled, so it is zero for the last 
step. In any case, there cannot be more than twice as many angles as there are disks, and 
we cannot guarantee that there will be less. So, in the worst case, the complexity is O(N 
log(N)), which is also the complexity of the necessary sorting part. The next part of the 
algorithm enables not to sort all the disks at each frame, and reduce the number of steps. 
 
 

 
Figure 4 

 

 
Figure 5 
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Quad tree star algorithm 
·  Explanation 

 
One solution to the problem of deciding which disks should be touched is to split the 2D 
space into cells. The disks that fall within these cells are attached to them. If the entire 
cell is not visible from the view position then none of the disks within it need to be 
looked at because as was proven previously visibility changes at tangents in 2D. The 
tangent points will be within the cell so the tangent points to the cell will be wider and the 
angle range from the viewpoint to the cell will contain any disk within the cell. 
 
There are some obvious issues to address with this approach such as what to do when the 
disk is not in one single cell but two or more cells. The first approach we took was to add 
the disk to each cell that has a portion of the disk within it. This works but some disks 
will be checked multiple times and in some cases may be processed in the wrong order. 
We encountered this disorder while using the Visibility Star with the Quad Tree. One of 
the requirements for the Star to work is the disks should be sorted based on their distance 
to the viewpoint. If a disk is within multiple cells it may get processed and the Star’s 
visibility updated before it should. 
 

·  Mislabeling problem 
 
This also brings up the issue of how to traverse the Quad Tree if disks are simultaneously 
at multiple levels of the tree. The following example shows such a case and how it 
mislabels a disk. 
 

 
Figure 6 

 
The Quad Tree node’s disks that the viewpoint is in are added to the Star then the 
neighbor immediately to its top or bottom with the same parent and left or right are added 
next. The diagonal neighbor is added last. Then the cell’s parent is moved to, its 
neighbors are used to update the Star the same way. 
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Figure 7 

 
With this update strategy in mind and the implementation caveat that disks must be sorted 
properly to update the Star, the mislabeled disk can now be understood. The numbers at 
the center of each cell tells how many disks are located within that cell. Note that the 
right 4x4 grid of cells containing the viewpoint will update the Star before the right half. 
The rightmost four 2x2 nodes will be added to the Star ordered by their center’s distance 
to the viewpoint. The Star must be updated with the disks closest to the viewpoint but the 
center of a cell that can be arbitrarily large may not be the best way to sort each cell’s 
closeness. The two 2x2 right grids closest to the viewpoint will be added first. The next 
2x2 grid added is the top leftmost. This is where the problem arises; the red disk is closer 
to the viewpoint than the far left green disk. 
 
A solution to this problem we explored was to split the disk into sections within each cell. 
We implemented this but it did not seem to address the problem and it was not directly 
apparent that the approach is provable. 
 
A better solution would be to make sure the cell with the closest disk in it is examined 
first. This would require extra computation requiring each cell to be examined before 
deciding to update the Star. This would be the same as not having the Quad Tree because 
no pre-computation can be done when the viewpoint is not known. 
 

·  Memory 
 
Each Quad Tree node has either four children nodes or a set of indexes into the disk 
array. So as the number of nodes increases more space is created for the four new nodes 
and the disk indexes are spread throughout. If the node sizes become too small then each 
disk index is replicated in each of the new nodes, yielding 4 * the number of disks in 
indexes. It can be seen that this is a linear increase in memory size. 
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Performance 
 
To evaluate the performance of our algorithm, we compared it to an existing one based on a 
uniform sampling of the angles. This algorithm gives only an approximate solution, which 
means that sometimes it misses visible disks, counting them as hidden. The choice of the 
algorithm is a trade-off between speed and accuracy. So we have made statistics on a PC 
equipped with an Intel Core2 Duo of 2*2GHz with various parameters on both algorithms. 
 

 
Figure 8: example of result 

 

Speed 
 
We have measured the time of execution in one frame for each algorithm, with a varying 
number of disks and a varying sampling: 
 

 100 disks 500 disks 1000 disks Approximate 
formula 

TRay algorithm 4 ms 85 ms 318 ms 3.5 10-4 N2 ms 
Sampling 1000 19 ms 88 ms 172 ms 
Sampling 2000 34 ms N/A N/A 
Sampling 3000 52 ms 245 ms 475 ms 
Sampling 5000 N/A 405 ms 790 ms 

 
1.7 10-4 N*S 

ms 

Star algorithm 0.13 ms 0.58 ms 1.2 ms 1.2 10-3 N ms 
Quad tree 
algorithm 

0.07 to 0.4 ms 
average 0.25 

0.15 to 1.1 ms 
average 0.75 

0.45 to 1.45 ms 
average 1.1 

< 4 10-3 N ms 
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We also measured the precomputation time for the quad tree: 
 

# Disks Average Time (ms) 
100 46.75  

500 198.25 

1000 386.25 

 
The approximate formula induced by the figures shows what we could have expected in 
the case of ray-based algorithms: the time of execution is proportional to the number of 
rays times the number of disks. Indeed, for each ray we parse all disks to check for 
intersections. The tangent ray algorithm uses twice as many rays as there are disks, so it 
is equivalent to a sampling with 2N rays in terms of speed. But, as the rays are not as 
wisely chosen in the latter case, we can expect that it will not be equivalent in terms of 
accuracy. 
 
As predicted, the complexity for the two versions of the star-based algorithm increases 
slower than the others with respect to the number of disk. And it is also significantly 
inferior in all cases. The quad tree version has a heavier architecture which results in it 
not being better than a simple star algorithm in all cases. But for a high amount of points 
it begins to pay off, and when the cells happen to be well hidden, it can be dramatically 
more efficient. However, it has a problem of accuracy we have identified before that the 
simple star algorithm does not have. 
 

Accuracy 
 
For a set of parameters, we have counted the number of missed visible disks through 30 
executions. 
 

 100 disks 500 disks 1000 disks Approximate 
formula 

Exact algorithm 0 0 0 0 
Sampling 1000 16 40 46 
Sampling 2000 5 N/A N/A 
Sampling 3000 1 11 22 
Sampling 5000 N/A 11 6 

 
Too complex or 

too noisy 

Star algorithm 0 0 0 0 
Quad tree 1 0 0  

 
We clearly see that, even with a greater time of computation, the approximate algorithm 
misses a lot of visible disks. Star-based algorithms are better from all point of views. 
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These statistics show that the mislabeling problem of the quad tree algorithm is very rare, 
and it even decreases with the number of disks. Indeed, for a given number of cells, these 
become relatively bigger, so the intersection between a cell edge and a disk is less 
probable. 

Conclusion 
 
We have described two algorithms that give an exact solution to the problem of visibility 
in the case of 2D disks. The existing algorithm that consists of a uniform sampling of the 
angles could not reach the same accuracy, and gave poor results when tuned to be as fast 
as ours. The star representation of the visible zones showed very powerful, and the quad 
tree approach makes it even better. But in a situation where it is crucial that no visible 
disk is missed, the simple star algorithm should be used instead, or another variation of it 
that has yet to be designed. 


